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Abstract. In this chapter, we explore the integration of symbolic reasoning and
neural network-based methods within the domain of food science. We provide a
comprehensive overview of symbolic methods such as food ontologies, knowledge
graphs, and their construction, emphasizing their role in enhancing data interop-
erability and supporting complex food computing tasks. We then discuss neural
network-based techniques for extracting food information from textual and im-
age data, food representation learning through embeddings, and present various
methodologies for food category classification, nutrition estimation, and ingredi-
ent substitution. Practical applications such as personalized nutrition, dietary man-
agement, food logging, and recipe creation using generative AI are also discussed,
showcasing the transformative impact of neurosymbolic methods in food comput-
ing.
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1. Introduction

Food computing leverages computer science methods for food-related topics [1]. It is an
interdisciplinary field that merges principles and technologies from computer science,



data science, and food science to address a wide range of issues related to food produc-
tion, distribution, and consumption.

At the core of food computing is data collection and analysis. Food computing uses
computational approaches to acquire heterogeneous food data such as food logs, food
images, and recipes. Data analytics and machine learning (ML) algorithms are then em-
ployed to process and interpret vast amounts of data related to food production, supply
chains, and consumer preferences. Food computing leverages computational techniques
to analyze and model various aspects of the food ecosystem, enabling innovations that
can enhance food quality, safety, sustainability, and accessibility. It intersects with agron-
omy, gastronomy, and health, among other things. Consumer health and nutrition bene-
fit from food computing through personalized nutrition and food recommendation sys-
tems. Data analytics is used to develop personalized dietary recommendations based on
individual health profiles and preferences. ML creates intelligent systems that suggest
recipes and food products tailored to consumers’ tastes and nutritional needs.

Food computing continues to expand its scope as an evolving field, driven by techno-
logical advancements and a growing recognition of the need for smarter food systems. To
support complex food computing tasks like retrieval or question answering, an effective
approach is to build ontologies and knowledge graphs (KGs) focused on food [2].

1.1. The Utility of Neurosymbolic Methods in Food Computing

Symbolic reasoning, through the use of ontologies and KGs, provides a structured
framework for representing food-related knowledge. This structure facilitates data in-
teroperability, allowing diverse datasets and systems to communicate effectively. Neu-
ral network-based methods, such as deep learning, on the other hand, can process vast
amounts of unstructured data, extracting valuable insights that can be integrated into the
structured knowledge base. They also excel at extracting information from unstructured
data sources like text and images. When combined with symbolic reasoning, which pro-
vides context and relationships between entities, the accuracy and comprehensiveness of
information extraction in food science can be significantly improved.

Neural networks are also adept at handling image and text data, making them ideal
for tasks such as food recognition, classification, and nutritional estimation from images.
Symbolic reasoning can then be used to interpret these results within a broader context,
such as linking recognized food items to nutritional databases and dietary guidelines.
Understanding and influencing human behavior is crucial in health applications. Sym-
bolic reasoning can model behavior change theories and health guidelines, while neural
networks can analyze individual behavior data to provide personalized interventions that
promote healthier lifestyles and tailored advice. Therefore, by integrating symbolic rea-
soning with neural networks, it becomes possible to create highly personalized nutrition
and dietary recommendations.

Many problems in food science require the integration of diverse data sources and
complex reasoning. Examples include predicting the impact of dietary changes on health
or optimizing food supply chains. Neural networks can identify patterns and trends in
the data, while symbolic reasoning can ensure that solutions adhere to logical constraints
and domain-specific knowledge. Additionally, neural networks can scale to handle large
datasets, while symbolic reasoning can provide flexible frameworks for incorporating
new knowledge. This combination allows for the continuous improvement and expansion
of food computing systems as new data and research become available.



2. Food Data Structures and Semantic Frameworks

The vast amount of food-related information readily available online has opened up ex-
citing possibilities for structuring this knowledge through food ontologies and KGs.

2.1. Food Data Sources

Food data encompasses a wide array of information related to various aspects of food,
including its composition, production, distribution, consumption, and impact on health
and the environment. This data can be categorized into aspects such as:

• Nutritional Data: Information on the nutritional content of food items, including
macronutrients (e.g., proteins, carbohydrates, fats), micronutrients (e.g., vitamins,
minerals), and other bioactive compounds.

• Sensory Data: Data related to the sensory attributes of food such as taste, texture,
aroma, and appearance.

• Consumption Data: Patterns and trends in food consumption, including dietary
habits and preferences.

• Production Data: Data from food production processes, including agricultural
practices, food manufacturing, and supply chain information.

• Environmental Data: Data on the environmental impact of food production and
consumption, such as carbon footprint, water usage, and sustainability metrics.

• Regulatory Data: Information on food safety standards, regulations, and compli-
ance requirements.

In the context of food computing, acquiring comprehensive and high-quality data is
crucial for developing accurate and effective models and solutions. The primary sources
of food data include databases and repositories such as the USDA National Nutrient
Database [3], which offers detailed nutritional information for a wide range of food
items, including macronutrients, micronutrients, and other bioactive compounds. Man-
aged by the USDA, FoodData Central [4] provides comprehensive data on food com-
position, including nutrient and food component values, food item metadata, and links
to external data sources [5]. Additionally, various international databases, such as the
Food and Agriculture Organization (FAO) databases [4], offer data on food production,
consumption, and trade at a global scale.

The integration of sensors and IoT in food production and consumption environ-
ments generates real-time data that is valuable for monitoring and optimizing various
processes related to food data. For instance, sensors deployed in agricultural settings col-
lect data on soil moisture, temperature, humidity, and other environmental factors that
influence crop growth and yield [6]. Similarly, IoT (Internet of Things) devices are used
to monitor the safety and quality of food during production, transportation, and storage.
These sensors can detect spoilage, contamination, and other hazards [7]. IoT-enabled
kitchen appliances, such as smart refrigerators and cooking devices, track food inventory,
usage patterns, and expiration dates, providing valuable data on food consumption and
waste [8].

Furthermore, crowd-sourcing leverages the collective intelligence and contributions
of individuals to gather data on food-related topics. Online surveys and questionnaires
collect data on dietary habits, food preferences, and consumption patterns from a broad
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Figure 1. FoodOn [12,13] incorporates terms from various OBO Foundry [13] and other ontologies, includ-
ing environmental terms from ENVO [14], organisms from NCBITaxon [15], chemical entities of biological
interest from ChEBI [16], plant and animal anatomy terms from PO [17] and UBERON [18], phenotype and
traits from PATO [19], and nutritional components from CDNO [20].

audience [9]. Nutrition and diet-tracking apps gather detailed information on users’ food
intake, physical activity, and health metrics [10]. Social media platforms like Twitter/X,
Instagram, Reddit, and Facebook contain vast amounts of user-generated content related
to food, including recipes, reviews, recommendations, and food-related queries [11].

2.2. Food Ontologies

Several notable ontologies exist to represent food knowledge, with the primary one being
FoodOn [12]. FoodOn encompasses extensive information on food categorization and
processing and integrates knowledge from various ontologies related to food safety, agri-
cultural and animal husbandry practices, culinary arts, nutrition, and chemical ingredi-
ents and processes. It also incorporates information on raw materials that cover anatomy,
taxonomy, geography, and cultural heritage. FoodOn is part of the Open Biological and
Biomedical Ontology Foundry (OBO) consortium [13], which consists of interoperable,
life science-oriented ontologies. It serves as a central point for gathering information
on food from several other ontologies (Figure 1). On the other hand, a growing list of
ontologies, including ontologies on the environment, crop dietary nutrition, nutritional
studies, food interactions with drugs, food biomarkers, and others, are reusing FoodOn
terms.

SNOMED CT [21] is a multilingual clinical terminology standard used in electronic
health records by healthcare professionals. Beyond its primary focus on medical con-
cepts, it includes a category for Food, aiding in the normalization of food-related terms.
The Hansard taxonomy [22], developed through the SAMUELS project (2014-2016),
organizes concepts into 37 high-level semantic groups, including ‘Food and Drink,’ en-
abling semantic searches of its data. FoodEx2 [23], created by the European Food Safety
Agency, is a standardized system for classifying and describing foods. It uses various
facets to detail food properties and aspects, improving the comparability of food con-
sumption data across different sources and enhancing data analysis.

The Personalized Information Platform for Health and Life Services (PIPS) ontol-
ogy [24] focuses on healthcare applications. The Healthy Life Style (HeLiS) Ontology



[25] includes food concepts like ‘BasicFood’ and ‘Recipe.’ The Food Product Ontology
[26] prioritizes business-oriented information like price and brand, making it suitable
for industry applications. FoodOntoMap [27] is a resource containing food concepts ex-
tracted from recipes and annotated with semantic tags from eight different food ontolo-
gies. This resource aids in normalizing food concepts across different ontologies and
supports applications that explore the relationships between food systems, human health,
and the environment.

2.3. Food Knowledge Graphs and Data Stores

KGs can offer a comprehensive and interconnected representation of food data, encom-
passing recipe details, nutritional information, health benefits, ingredient substitutions,
and even personal preferences. One research direction on Food KGs studies the molec-
ular composition and its impact on food and health [28,29,30] while another research
direction studies the relationship between different foods, ingredients, and nutritional
values [31,32].

Considering the utility of flavor molecules for ingredients, foods, and fragrances
and regulating the metabolism, FlavorDB [28] compiled a repository of 25,595 flavor
molecules representing a number of tastes and odors. FlavorDB could be used to study
the properties and pairing of ingredients and foods. To study the relations between ingre-
dients and their chemical compounds [29] introduced Flavor-Graph, a large-scale food
graph created from millions of food recipes and flavor molecules. The resulting graph
improves the prediction of relations between foods and compounds and helps to analyze
food pairing and recommendations. Due to the impact of diet and lifestyle on preventing
chronic diseases, specifically 30-40% of all cancers, Veselkov et al. [30] processed 1962
drugs to generate a gene-gene graph, which is then used to profile bio-active molecules
within 7962 foods. The gene-gene connection network is then fed to a classifier to de-
tect anti-cancer food molecules. Despite the creation of many domain ontologies and
web applications, ProductKG [33] addresses the lack of connection between knowledge
and environment by integrating modular product information from the Web as well as
environmental information from a semantic digital twin. Thus, a KG could assist users
in daily activities through custom applications such as an augmented reality shopping
assistant or a dietary recommender.

Despite the presence of several food ontologies, there is a lack of a unified KG that
is oriented towards healthiness, and integrated food suggestion services that encompass
food and recipes are needed. The first extensive FoodKG [31] stands out, containing over
a million recipes and 67 million triples that connect recipes, ingredients, and nutritional
data. Another notable KG, RecipeKG [32], leverages the RecipeON [34] to build a KG
on a massive scale, featuring 56 million instances, 209 million facts, and data from 0.8
million recipes. This KG further categorizes ingredients into three groups (main, side,
and flavor) and assigns action properties to each ingredient. Additionally, RecipeKG uti-
lizes OpenAI’s GPT API1 to convert sampled subgraphs into natural language recipe text.
This annotation of ingredient types proves particularly valuable for exploring ingredient
substitutions by narrowing down the potential replacements.

Methods have also been developed to analyze recipe texts using natural language
processing (NLP) techniques to obtain the structure of their cooking procedures. Ya-

1https://openai.com/api
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makata et al. proposed a method to convert the instructional text of a web-based recipe
into a flow graph structure by utilizing named entity recognition (NER) and dependency
parsing techniques [35,36].

3. Food Knowledge Extraction and Representation

3.1. Knowledge Graph Construction

The first step in constructing a KG is collecting data from diverse sources (e.g., those
outlined in Section 2.1). These sources can include structured databases, unstructured
text, and semi-structured documents. Structured data sources include databases and APIs
like USDA’s National Nutrient Database [3] and FoodData Central [5], whereas unstruc-
tured and/or semi-structured data sources can be recipe websites, blogs, and social media
posts that could be parsed into XML/JSON files. Once the data has been collected, the
next steps involve entity and relationship extraction.

Entity extraction involves identifying and classifying key entities within the col-
lected data. Entities in the food domain can include food items, nutrients, recipes, and
health effects. NER techniques are used to automatically detect and classify entities in
text. Popular NER tools like spaCy [37] and Stanford NER [38] can be leveraged for
this purpose augmented with advanced ML models, such as bidirectional long short-term
memory (LSTM) and conditional random fields (CRF), or transformer-based models, to
improve the accuracy of entity extraction. Additionally, dictionary-based methods, such
as the semantic data dictionary [39], leverage predefined dictionaries of food-related
terms to identify entities in structured and semi-structured data.

Relationship extraction aims to identify and categorize the connections between ex-
tracted entities, which is crucial for creating a meaningful and interconnected KG. There
are several approaches for relationship extraction: Pattern-based methods use predefined
linguistic patterns to identify relationships in text [40]. Supervised learning techniques
may also be used for training models on labeled data to recognize relationships between
entities [41,42,43]. Dependency parsing analyzes the grammatical structure of sentences
to extract relationships based on syntactic dependencies [44,45].

Once entities and relationships are extracted, the next step is to construct the KG
and enrich it with additional information by linking the extracted entities to authoritative
knowledge sources such as FoodOn [12,13]. Such ontology mapping helps define the
structure and semantics of the KG, including entity types, relationships, and constraints,
and improves its comprehensiveness and utility.

3.2. Information and Knowledge Extraction

In this section, we discuss the processes and methodologies for extracting relevant in-
formation and knowledge from textual and image data in the food domain. We explore
various techniques, such as NER, NEL, and relation extraction, along with the creation
of annotated corpora and the application of advanced ML models. Additionally, we high-
light the challenges and advancements in food image recognition, focusing on the use of
datasets and models to improve accuracy and applicability in real-world scenarios.



3.2.1. Food Information Extraction from Textual Data

Information extraction (IE) from unstructured text facilitates the detection and identifi-
cation of entities, along with their classification and semantic annotation. This process
involves enhancing the text by adding descriptors (metadata) from selected vocabular-
ies and standards (i.e., semantic resources), which supports further knowledge discov-
ery. Although bioinformaticians have developed various methodologies for IE, there is a
lack of approaches and semantic resources (vocabularies and standards) tailored to the
specific needs of the food domain.

NER is a subset of IE that identifies words or phrases in the text and classifies them
into predefined labels or classes relevant to a specific domain. Various NER methods
include:

• Terminology-driven NER (Dictionary-based NER): Matches text phrases with
concept synonyms in terminological resources, often combined with heuristics
to improve performance. However, it only recognizes entities present in the re-
sources.

• Rule-based NER: Utilizes regular expressions informed by terminological re-
sources and entity characteristics. Its main drawback is the time-consuming man-
ual construction of rules.

• Corpus-based NER: Uses annotated corpora and ML algorithms to predict entity
labels, requiring extensive human effort to create annotated datasets for new do-
mains.

Active learning can significantly improve the efficiency of NLP models by priori-
tizing the most informative data points for annotation [46]. It reduces the need for large
labeled datasets, enabling models to achieve high performance with fewer annotated ex-
amples. In addition, recent advancements have used deep neural networks (especially
transformer [47] and LSTM [48] architectures for corpus-based NER to provide the best
results on the NER task.

When the food entities are recognized, the next step is named entity linking (NEL),
which connects entities in the text to their unique identifiers within a knowledge base,
typically a semantic model or ontology. Ontologies structure domain-specific knowledge
by defining entities, their attributes, relationships, and constraints. This organization aids
in knowledge sharing, reasoning, and system interoperability. Using unique identifiers
allows for aggregating information about the same entity from various sources, even if
different terms are used. This step is essential for effective data interoperability, aligning
with the findable, accessible, interoperable, and reusable, i.e., FAIR principles [49].

Rule-based NER. DrNER [50] is a rule-based system focused on extracting informa-
tion from evidence-based dietary recommendations, with a scope that extends beyond
nutritional details to encompass various food concepts. However, it identifies phrases
mentioning food entities rather than individual food items. FoodIE [51] has been devel-
oped to solve this identification issue, which introduces a rule-based method designed
for extracting food-related information from recipes.

Creation of gold text food corpora. Rule-based approaches enable the automated cre-
ation of a silver annotated corpus, which initially includes both false negatives and false
positives. Domain experts can utilize human-computer interaction (HCI) tools to correct
these automatic annotations, thereby incorporating missed instances (false negatives) and



eliminating incorrect ones (false positives). This process transforms the corpus into a
gold-standard annotated corpus suitable for training corpus-based NERs. Below, we will
describe several annotated food corpora together with an HCI tool developed for food
annotations where applicable.

• FoodBase [52] is an annotated dataset comprising 1000 recipes sourced from All-
recipes, the largest social network dedicated to food enthusiasts. These recipes
were chosen from five distinct categories: ‘Appetizers and Snacks,’ ‘Breakfast and
Lunch,’ ‘Dessert,’ ‘Dinner,’ and ‘Drinks.’ Semantic tags derived from the Hansard
corpus [22] were employed to annotate the names of food entities within the
dataset.

• CafeteriaFCD [53] is created by utilizing the curated FoodBase [52] and em-
ploying two annotation methods: the National Center for Biomedical Ontology
(NCBO) annotator [54] (for FoodOn and SNOMED CT annotations) and the semi-
automatic StandFood method [55] (for FoodEx2 [23] annotations). CafeteriaFCD
corpus is a revised golden standard of FoodBase. It includes annotated recipes with
semantic tags from FoodOn, SNOMED CT, Hansard, and FoodEx2 resources,
promoting interoperability across four semantic domains.

• CafeteriaSA [56] is the first annotated corpus that comprises 500 scientific ab-
stracts, containing 6,407 annotated food entities categorized according to Hansard
taxonomy, with 4,299 annotated for FoodOn and 3,623 for SNOMED CT.

• FoodOntoMap [27] comprises food entities extracted from recipes and annotated
using semantic tags from eight distinct food ontologies. This resource serves to
standardize food concepts across ontologies and support the development of appli-
cations aimed at exploring the relationships between food systems, human health,
and the environment.

• FoodViz [57] is proposed as an HCI tool implemented as a web-based framework
aimed at making the links between different food semantic resources understand-
able by food subject matter experts. It is used to present food annotation results
from existing NLP and ML pipelines in combination with different food semantic
data models, allowing users to become more familiar with the links between dif-
ferent food semantic data models and also allowing opportunities to correct false
positives and negatives.

• The recipe flow graph (r-FG) [35] dataset contains 266 Japanese recipes annotated
with eight tags: food, tool, duration, quantity, chef’s action, action by foods, food
state, and tool state.

• CURD [58] includes 300 annotated and 350 unannotated recipes using the Mini-
mal Instruction Language for the Kitchen (MILK) [59].

• TASTEset [60] comprises 1,000 sets of ingredients manually annotated with sev-
eral tags.

Corpus-based NER. Once a gold standard is established, corpus-based NERs can be
developed. These systems leverage information from annotated corpora created by do-
main experts in the relevant field, employing ML algorithms to predict entity labels. We
will now discuss different corpus-based NERs developed for food entity recognition,
utilizing recent advancements in NLP.

• BuTTER [48] leverages the newly introduced FoodBase corpus and represents the
pioneering corpus-based method for food NER. This approach integrates bidirec-



tional long short-term memory (BiLSTM) with CRF and representation learning,
utilizing textual representations such as GloVe [61], Word2Vec [62], and Fast-
Text [63]. BuTTER’s NER models are trained using two distinct architectures: a
BiLSTM-CRF model with word embeddings and another BiLSTM-CRF model
integrating both word and character embeddings. Despite the limited amount of
annotated data, experiments demonstrate BuTTER’s capability to effectively dis-
tinguish food entities (food vs. non-food) from raw text, achieving an impressive
average macro F1 score of 94.6% [48].

• FoodNER [47] encompasses a suite of corpus-based methods for NER related to
food items. It comprises 15 distinct models derived from fine-tuning three pre-
trained bidirectional encoder representations from transformers (BERT [64]) mod-
els across five semantic categories: distinguishing food versus non-food entities,
two subsets of Hansard food semantic tags, FoodOn semantic tags, and SNOMED
CT food semantic tags. This exploration demonstrates how BERT can be effec-
tively adapted for extracting food-related information, achieving state-of-the-art
results. The BERT models consistently achieved high macro F1 scores, ranging
from 93.30% to 94.31%, in discerning food versus non-food entities. Moreover, in
tasks predicting semantic tags, these models also performed strongly, with macro
F1 scores ranging from 73.39% to 78.96%.

• Food Voting NER [65] is a voting strategy proposed to enhance the precision of
existing food NER models by combining their predictions with rule-based mod-
els, which are unaffected by the training corpus. It utilizes a voting strategy to
aggregate predictions from BuTTER, FoodNER, and two rule-based models uti-
lizing dictionaries containing common or scientific names of foods extracted from
FooDB2. A token extracted by any of these models is deemed a valid food entity if
it has been extracted by at least two of BuTTER, FoodNER, or the non-scientific
FooDB model or if the FoodNER method successfully links it to an external re-
source. Further post-processing steps can eliminate entities deemed too general to
be useful or entities lacking nouns, which are likely false positives.

• SciFoodNER [65] is a scientific food NER and NEL model derived by fine-tuning
transformer models on a corpus of scientific abstracts annotated with food entities.
This model identifies mentions of food entities in raw text and links them to the
Hansard Taxonomy, FoodOn, and SNOMED CT. Among the evaluated models,
the best results are achieved by the BioBERT model [66], with median macro-
averaged F1 scores of 0.90 for the NER task, 0.66 for linking to the Hansard
Taxonomy, 0.43 for linking to the FoodOn ontology, and 0.58 for linking to the
SNOMED CT ontology.

Relation extraction. FooDis [67] is a relation extraction pipeline that utilizes state-of-
the-art approaches in NLP to mine abstracts of biomedical scientific papers and automat-
ically suggests potential ‘cause’ or ‘treat’ relations between food and disease entities in
various existing semantic resources. When compared with already known relations, it is
observed that the relations predicted by FooDis match for 90% of the food-disease pairs
that are common with the NutriChem [68,69] database and 93% of the common pairs

2https://www.foodb.ca/
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in the DietRx3 platform. Additionally, it is demonstrated that relations suggested by the
FooDis pipeline [67] exhibit high precision.

The performance of three state-of-the-art relation-mining pipelines (FooDis, Food-
Chem [70], and ChemDis [71]) was evaluated [72], which extract relations between food,
chemical, and disease entities from textual data. In two case studies, relations were auto-
matically extracted by the pipelines, organized in a KG, and validated by domain experts.
The results show that relations can be extracted with an average precision of around 70%,
making new discoveries available to domain experts with reduced human effort, as they
need only evaluate the results rather than find and read all new scientific papers.

3.2.2. Food Information Extraction from Images

The task of food IE from images involves identifying and classifying food items in var-
ious contexts using advanced machine-learning models. In this section, we focus on the
capabilities and challenges associated with the food recognition model and provide an
overview of established models like NutriNet [73], which has demonstrated proficiency
in identifying a wide range of food and drink items. Additionally, we discuss various
datasets used for training these models, the limitations faced in real-world applications,
and recent advancements aimed at improving food image recognition accuracy and ap-
plicability.

An established model like NutriNet [73] exemplifies current capabilities in food
recognition, which can identify 520 distinct food and drink items. NutriNet was trained
on a dataset of 130,517 images, with careful curation, including 100 images per label.
The dataset underwent rigorous post-processing for accurate annotations.

Additional datasets such as UEC-FOOD101 [74], UEC-FOOD256 [75], UEC-
FoodPix [76], and UEC-FoodPixComplete [77] offer varying compositions: single food
items per image in the former two and multiple items in the latter pair. The UNIMID2016
dataset [78] extends this scope with images of multiple food items in a controlled lab
setting.

Despite these advancements, models trained on such datasets often struggle with
real-world applications. A recent benchmark dataset sourced from MyFoodRepo [79] at-
tempts to bridge this gap, containing 24,119 food images and 39,325 segmented poly-
gons across 273 food classes. However, standardized labeling for nutritional quality and
other food attributes remains a significant challenge in food image recognition.

The YOLOv5 segmentation model [80] was fine-tuned on the NutriGreen dataset [81]
to detect food labels, which consist of 10,472 images depicting branded food products.
Each image includes annotations for three distinct labels: nutritional quality assessed
by Nutri-Score [82], vegan or vegetarian status indicated by V-label [83], and the EU
organic certification logo [84]. The Nutri-Score spans grades A to E, with varying im-
age counts per grade. The impressive accuracy of 94.0% [81] highlights the dataset’s
potential to train advanced systems capable of recognizing food labels, positioning it as
a valuable benchmark for future developments in CV applications.

3.3. Multi-Modal Food Knowledge Graphs

KGs about food provide abstract symbols describing food entities that can be used for
several purposes, ranging from supporting the tasks described later in Section 4 to the

3http://cosylab.iiitd.edu.in/dietrx/
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creation of applications like the ones described in Section 5. The creation of applications
is exactly the aspect requiring KGs to support the representation of different perceptions
of the same entity. If we consider the food domain, this means that a KG must include, for
each food-related entity, e.g., a recipe, its abstract symbolic definition together with fur-
ther equivalent representations of the same entity, e.g., its picture or video showing how
to create it. To address this challenge, the creation of Multi-Modal Knowledge Graphs
(MMKG) can be a solution to equipping KGs with such a multi-perception capability.
We briefly recap the most recent MMKGs to give a general overview of the state-of-
the-art in this field. Then, we focus on the nutrition domain by reporting the most avail-
able knowledge resources, and we present an ontology modeling pattern to support the
integration of multi-modal information into KGs.

Within the literature, two main methodologies to build MMKGs are described: (i)
image-based visual knowledge extraction and (ii) symbolic grounding.

The first methodology comes from the computer vision (CV) community, and it is
focused on building knowledge artifacts by starting from the labels provided by CV sys-
tems [85,86]. The NEIL system [87] implements a pre-trained classifier to annotate im-
ages with a single label, and it applies heuristic rules about the locations of extracted
objects to extract visual relations. Differently, the GAIA system [88] focuses on news
documents by extracting both fine-grained concepts together with their fine-grained re-
lationships. Similarly, the RESIN solution [89], which is based on the GAIA framework,
aims to extract events from news documents and to identify related visual entities and
concepts. Finally, the MMEKG system [90] aims to optimize some modules of the GAIA
framework to increase its scalability to work on billion-scale universal events extraction.

The second methodology refers to the process of finding appropriate multi-modal
items (e.g., images) to describe the knowledge (e.g., entity, concept, or a relational triple)
in a given KG [91]. IMGpedia [92] links images from Wikimedia Commons4 to DB-
pedia5 via the structured Wikipedia data in RDF format already extracted in DBpedia
Commons [93], which additionally adds the similarity relations between images. Image-
Graph [94] uses entities in KGs as queries to search images from search engines. Simi-
larly, MMKG [95] introduces the alignment operation between entities to support multi-
ple KGs. It is important to highlight that these systems focus only on images’ represen-
tativeness without considering their diversity, which is an important dimension for en-
abling the differentiation of contexts and views. This issue has been partially addressed
by the Richpedia system [96] that aims to train an additional diversity retrieval model
to select diverse images. However, the categories of entities in Richpedia are limited to
cities, sights, and persons.

Despite the wealth of information on food recipes on the Web, only one KG focus-
ing on recipes, namely FoodKG [97], exists to date. FoodKG uses the Foodon Ontol-
ogy [98] to categorize food, combined with nutritional data about food from the US De-
partment of Agriculture’s (USDA) National Nutrient Database for Standard Reference6,
and chemical and other components of foods. In general, an MMKG can reuse the ba-
sic structure of different food-related ontologies like the HeLiS ontology [99]. However,
unlike RecipeKG, FoodKG is oriented towards consumers who wish to determine what
recipe to make based on the ingredients at hand while accounting for constraints, such

4https://wikimediafoundation.org/our-work/commons
5https://www.dbpedia.org/resources/knowledge-graphs
6https://catalog.data.gov/dataset/food-and-nutrient-databasefor-dietary-studies-fndds
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as allergies. Finally, Open Food Facts7 is an open platform that allows individuals to add
and edit information about packaged foods worldwide. Open Food Facts uses a scoring
system similar to the FSA score from UK’s Food Standards Agency nutrient profiling
system8.

Besides KGs, several food ontologies have become available over the years [100],
and some of them incorporate nutritional information. The ONS [101] ontology models
nutritional concepts commonly encountered in intervention and observational studies,
while FOBI [102] primarily focuses on metabolic data. HeLiS [99] models food con-
cepts and their relation to physical activities. NAct [103] also models food concepts but
from a medical perspective. Unlike existing ontologies and vocabularies that focus on
nutritional information modeling, an effective MMKG should focus on recipes and their
ingredients and reuse existing ingredients defined within a food-related ontology, as well
as its concepts related to nutrition, to calculate recipes’ healthiness.

As mentioned above, the construction of an MMKG should follow a symbolic
grounding methodology. Within this context and according to [104], two ways have been
adopted in the MMKGs literature to represent multi-modal resources: (i) as an attribute
or (ii) as an entity. In the former, the multi-modal resource is associated with an entity
through an attribute value, typically an Internationalized Resource Identifier (IRI). In-
stead, in the latter, the multi-modal resource is modeled as a new entity within the KG.
Concerning the construction of an MMKG, we suggest modeling a multi-modal resource
as a new entity, given our intent of providing fine-grained information about the multi-
modal aspects associated with the entities contained within the KG. Despite multimodal-
ity not being a completely novel aspect of KG, an ontology design pattern supporting the
modeling of multimodal resources is still missing. Below, we propose a novel pattern to
fill this gap.

Multi-Modal Design Pattern The main principle we adopted to model the multi-
modality of recipes consists of decoupling the conceptualization of a recipe from the
multi-modal resource associated with it. Figure 2 shows the pattern we propose to sup-
port the modeling of a multi-modal resource that is then associated with an entity al-
ready defined within a KG. For instance, a recipe may be associated with different types
of multi-modal resources, e.g., a video describing how to prepare the recipe or a pic-
ture showing what the recipe looks like when it is served. We define two main concepts:
Modality and ModalDescriptor. The Modality concept is the most abstract concept sub-
suming most specific concepts specifying the different modalities, like Image and Video.
The rationale behind creating a specific concept for each type of modality is to enable
the possibility of modeling individuals instantiating such concepts with the purpose of
sharing common attributes. For example, an item Image jpeg 430x320 instantiating the
concept Image defines an image characterized by a width of 430 pixels (datatype prop-
erty width), a height of 320 pixels (datatype property height), and encoded in the jpeg
format (annotation dcterms:format9).

The ModalDescriptor concept has been modeled as a subclass of dcat:Resource
from the Data Catalog Vocabulary10 (DCAT). It is defined as a resource published or cu-

7https://world.openfoodfacts.org/
8https://www.gov.uk/government/publications/the-nutrient-profiling-model
9https://www.dublincore.org/specifications/dublin-core/dcmi-terms/terms/format
10https://www.w3.org/TR/vocab-dcat-3/#Class:Resource
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Figure 2. Design pattern of a multi-modal resource. White boxes refer to the concepts modeled within an
MMKG, while grey boxes represent concepts imported from external resources. Solid and dashed lines are
used to represent objects/data and RDF core properties.

rated by a single agent, encompassing properties such as title and creators. The ModalDe-
scriptor concept works as the reification of the relationships between the ModalEntity,
representing the entity having a modal resource associated with it, the associated re-
sources themselves, and their modalities. These relationships are defined through the has-
Modality object property having ModalDescriptor as domain and ModalEntity as range.
Additionally, as shown in Figure 2, the ModalDescriptor has two datatype properties: re-
sourceURL and hasPathInArtifact. The resourceURL datatype property aims to provide
a pointer to a multi-modal resource available on the Web, e.g., the URL of an image. Dif-
ferently, the hasPathInArtifact datatype property is used when the multi-modal resource
is contained within host packages, e.g., a Zip archive. In such cases, the resourceURL
contains the URL of the Zip archive, while the hasPathInArtifact contains the specific
path within the multi-modal resource within the Zip archive.

MMKG Running Example To show how an MMKG can be populated and, in particu-
lar, how the design pattern proposed above has been implemented, we describe in Fig-
ure 3 an example of a recipe for which we provided both the associated multi-modal
resources and the description of the preparation process. The recipe shown in Figure 3
refers to the instance named Recipe1m-60 (namely, Crock Pot Caramelized Onion). This
recipe is associated with two instances of type ModalDescriptor, i.e., Recipe1m-60-
image jpeg 480x320-1 and Recipe1m-60-image jpeg 550x826-111, each one pointing to
different Image modalities. It is important to notice that the nomenclature of a ModalDe-
scriptor instance includes the recipe name, the modality metadata (e.g., image, video),
and a progressive number. This number aims to disambiguate multiple instances asso-

11Due to space limitations, we reported only two of the modal descriptors associated with this recipe. To
access the complete list of ModalDescriptor associated with this recipe, the reader may refer to the content of
MMKG.
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ciated with the same modality within a recipe. Indeed, a recipe may have multiple im-
ages that share image modalities. For example, Recipe1m-60 may have multiple images
of the same format and size, leading to sequentially numbered modal descriptors (e.g.,
Recipe1m-60-image jpeg 480x320-2) sharing the image-jpeg 480x320 modality.

Then, the bottom part of Figure 3 shows the individuals of type RecipeStep:
RecipeStep-Recipe1m-60-1 and RecipeStep-Recipe1m-60-2. Each step has a different
StepDescription, namely, DescriptionStep-79879 and DescriptionStep-67071, respec-
tively. The connection between Recipe1m-60 and its first step RecipeStep-Recipe1m-60-
1 is modeled through the hasFirstRecipeStep object property. The temporal relations be-
tween RecipeStep-Recipe1m-60-1 and RecipeStep-Recipe1m-60-2 are modeled by the
object properties afterStep and beforeStep (with step RecipeStep-Recipe1m-60-1 preced-
ing step RecipeStep-Recipe1m-60-2).

4. Tasks

The importance of food for promoting well-being and the abundance of food data, cou-
pled with modern ML techniques, opens multiple avenues of innovation in food research,
from representation learning to recipe generation and even the recommendation of foods
or ingredients based on health guidelines and personal preferences. Numerous datasets
were curated to study these food tasks, each dataset aiming to advance one or more
tasks. Some of the key datasets used for food representation learning, classification, and
recipe generation are listed in Table 1. We can see that the size and complexity of these
datasets have increased over time, enabling more comprehensive studies across multiple
food-related tasks.

4.1. Food Representation Learning

Learning effective recipe representations is fundamental to food studies. Reciptor [105]
is a transformer-based model that learns recipe representations using ingredients and
instructions. It uses the KG triplet sampling approach to optimize learned embeddings so
that related recipes are closer to the embedding space. To do so, they used a FoodKG [31]
based triplet loss during training that forces similar recipes closer and dissimilar recipes
farther in the embedding space.

Tian et al. introduced RecipeRec [106], a heterogeneous graph learning model de-
signed for recipe recommendations. RecipeRec leverages a heterogeneous graph neural
network with hierarchical attention and an ingredient set transformer to effectively cap-
ture recipe content. Additionally, they introduced a graph contrastive augmentation strat-
egy to extract graph knowledge in a self-supervised manner. They also designed a joint
objective function that integrates recommendation and contrastive learning to optimize
the model.

Additionally, Tian et al. introduced Recipe2Vec [107], a multi-modal recipe repre-
sentation learning model with graph neural networks. They also introduced an adversar-
ial attack strategy to enhance stability and performance during learning and designed a
joint objective function that combines node classification and adversarial learning to op-
timize the model. They presented experimental results on the tasks of cuisine category
classification and region prediction.



Table 1. Food Datasets for ML Tasks: The number of the images to classes and attributes per recipe evolved
over the years.

Dataset Year Class/Tags Images Recipes Type

UEC Food100 [110] 2012 100 9132 - Japanese
UEC Food256 [75] 2014 256 25,088 - Japanese
ETH Food-101 [111] 2014 101 101,000 - Western
Food500 [112] 2016 508 148,408 - Misc
ChineseFoodNet [113] 2017 208 192,000 - Chinese
ISIA Food-200 [114] 2019 200 197,323 - Misc
FoodAI-756 [115] 2019 756 400,000 - Misc
ISA Food-500 [116] 2020 500 399,726 - Misc
Food2k [117] 2021 2,000 1,036,564 - Misc

Recipe1M [118] 2017 497 0.8 Million 1 Million Misc
Recipe1M+ [119] 2019 497 13 Million 1 Million Misc
RecipeNLG [120] 2020 - - 2.2 Million Misc
Nutrition5k [121] 2021 5,006 5,006 5,006 Video/Depth

Food representation learning was also used to populate an ontology. Youn et al. [108]
introduced a semi-supervised approach for automating the population of the FoodOn
ontology by employing word embeddings (Word2vec). To train the food word embed-
dings, they used all class and instance labels to query the Wikipedia corpus. They used a
mapping function using the embeddings to assign candidate instances to the appropriate
target classes. All relationships between instances and classes were defined as “is a” in
their approach. The predicted ontology, compared to the ground truth ontology, performs
better using precision metrics.

Another goal of food representation learning was tackled in the FlavorGraph [29],
which addressed the challenge of learning representations of food and food chemical
compounds for the purpose of food pairing.

An ML pipeline was developed to predict nutrient content based on vector represen-
tations of recipe names [109]. This study compared the effectiveness of using embed-
dings from ingredient lists instead of recipe descriptions. Since nutrient content is tied
to ingredients, a domain-specific heuristic was introduced to merge these embeddings
by incorporating ingredient quantities. Results showed improved accuracy, particularly
in protein prediction, achieving up to 97.98% accuracy. The domain-specific approach
outperformed conventional methods, enhancing accuracy by up to 60% in some cases.

4.2. Food Category Classification and Nutrition Estimation

The Food Category Classification Task was initiated for the purpose of dietary assess-
ment; Kitamura et al. developed the first application to analyze nutritional balance from
food images [122]. Instead of estimating nutrition, they classified dishes into five cat-
egories (grains, vegetables, meals/legumes, milk, and fruits) and visualized how many
items were included in each category [123]. Chen et al. collected data on 101 different
meals from 11 popular fast food chains and built a classification model with a bag of
scale-invariant feature transform (SIFT) features and scalable vector machines (SVMs)
[124]. Matsuda and Yanai published UEC Food100, a dataset consisting of 100 different
images of Japanese meals [110]. Kawano and Yanai published UEC Food256, which in-



creased the number of categories to 256 [75]. Deep learning has been extensively investi-
gated and has advanced the field of food image recognition [125], and the purpose of food
image recognition has also become more refined where the task has evolved from simply
classifying categories to estimating their volume, ingredients, and nutritional value.

There are three primary methods for estimating nutritional values from food images:
food category classification, ingredient estimation, and direct estimation of nutritional
values.

• Food Category Classification: This method involves predefining nutritional data
for each food category (typically identified by the name of the dish). When a food
image is input, the system identifies the category and outputs the associated nu-
tritional data. For example, if an image is recognized as “Carbonara Spaghetti,” it
will display nutritional values such as 433kcal of energy, 18g of protein, 23g of fat,
and 54g of carbohydrates. These values are derived from typical recipes for that
category. This method is widely used in many food logging applications, includ-
ing commercial ones, and the accuracy of categorizing food images has reached
a practical level. However, a significant limitation is that dishes identified under
the same category are always assigned the same nutritional values, regardless of
actual portion sizes and ingredient variations. Many applications address this issue
by introducing more detailed food categories or allowing users to adjust portion
sizes (e.g., “0.5 servings”). Some combine depth images acquired by depth sen-
sors or stereo images and semantic segmentation to estimate the volume of each
food item.
Im2Calories, developed by Myers et al. [126], estimated the calories in a meal by
analyzing meal images with a CNN-based image recognition model to identify
meal items and then estimating the size of each item through semantic segmenta-
tion. Mezgec and Koroušić Seljak [73] introduced NutriNet, a food and beverage
recognition system based on the AlexNet architecture. Ma et al. [127] fine-tuned
four deep architectures pre-trained on the ImageNet dataset. These authors relied
on the classification results to estimate nutritional values since food categories are
predefined and have fixed nutritional configurations (e.g., calories, carbohydrates,
proteins).

• Direct Nutritional Value Estimation: This method involves constructing a regres-
sion model to directly estimate major nutrients from a food image. While this ap-
proach can provide direct nutritional estimations, it lacks transparency regarding
the basis for the calculated nutritional values, leading to potential reliability issues.
Thames et al. [121] first trained a portion-independent regression model to predict
calories and macronutrients per gram in food from a single RGB image. This
network achieves a mean absolute error (MAE) of 9.5% when predicting calories
per gram and an average MAE of 14.7% when predicting macronutrients per gram.
They also apply the same architecture to directly regress these absolute values and
total mass. Reinforcing the accuracy of portion estimation with a depth image of
the food, they achieved a calorie MAE of 16.5% and a macronutrient MAE of
26.2%.

• Ingredient Estimation: In this method, a food image is used to estimate ingredi-
ents as a list of food items with associated nutritional values and their respective
weights. This approach closely resembles the method used by nutritionists to eval-
uate food, thus providing high explanatory power. However, it has not yet achieved



practical accuracy due to difficulties in recognizing ingredients like sugar and oil
that significantly impact nutritional value but do not have distinct visual character-
istics. Additionally, accurately estimating the weight of each ingredient presents a
significant challenge.
Chen et al. [128] built a model that estimates the visible ingredients used in a
recipe from its food image. They trained the model to not only estimate ingredi-
ents but also to classify food categories at the same time, thereby improving the
accuracy of ingredient estimation by leveraging the co-occurrence relationship be-
tween categories and ingredients. For example, if a dish is identified as “Carbonara
Spaghetti”, it is naturally expected to contain pasta as an ingredient. Furthermore,
Wang et al. constructed a model that estimates the list of ingredients from a food
image not by ingredient name but by food item number, which is a unique iden-
tifier assigned in the Japan Standard Food Composition Table [129], used to link
each ingredient to its corresponding nutritional information [130].

Since most meal images contain multiple food items, nutritional estimation is a
multi-stage process that first detects each of these areas and then performs nutritional
estimation of each area. In the first stage, in cultures where each food item is served on
a different plate, such as Japanese cuisine, food region detection is performed using a
bounding box [123,110,75], while semantic segmentation is used when multiple meals
are served on a single plate [126]. Food semantic segmentation using U-Net [131] was
utilized in DepthCalorieCam [132], and the model by Ege et al. [76]. In the work of Lu
et al. [133], they developed goFOOD, which included Mask-RCNN [134] for automatic
food segmentation. The volume of food has the greatest impact on its nutritional con-
tent, but this is difficult to estimate from images. Dehais et al. estimated the volume of
a meal by reconstructing a 3D model from two images [135]. Special instrumentation
is an option in cases where more precise nutritional calculations are required, such as
in medical practice diet management applications. Joshua et al. [136] developed “Smart
Plate Health to Eat” for patients with type 2 diabetes mellitus. They used a plate stand
with a built-in weight sensor to achieve more precise nutritional values.

There are a variety of datasets and complex multi-task networks that help achieve
superior performance. Ege and Yanai [137] built a CNN-based model that simultane-
ously performs food dish detection and food calorie estimation by multi-task learning
using two different datasets: UEC Food-100 [74] that includes multiple-dish food photos
attached with bounding boxes, and a calorie-annotated food photo dataset [138] that con-
tains single-dish food photos with food calories. Lu et al. [139] introduced a multi-task
learning-based vision-based dietary assessment (VBDA) network that incorporates food
recognition, segmentation, and volume estimation simultaneously. The network utilized
a feature extraction module consisting of ResNet-50 [140] and a feature pyramid network
(FPN) [141], with a region proposal net (RPN) [142] for bounding box generation.

A series of VBDA experiments were conducted by Thames et al. [121] using their
proposed Nutrition5k dataset. The authors utilized an Inception V2 [143] backbone to
extract feature maps, followed by average-pooling and two fully connected (FC) layers.
Each regression task (calorie, mass, and macronutrients) had its separate multi-task head,
consisting of two FC layers with different sizes. The experiments encompassed several
scenarios, including estimating nutrients per gram from RGB images and estimating total
nutrients from RGB images with depth information (RGB-D). The findings revealed



that depth information was crucial for accurately estimating nutrients for images with
different portion sizes.

With the Nutrition5k RGB-D images dataset, Shao et al. [144] used a ResNet back-
bone and included multi-scale fusion and multimodal feature fusion (MMFF) modules.
For the multi-scale fusion stage, embeddings are passed into FPN to extract data from
different stages of the model backbone. MMFF modules consist of the balanced feature
pyramid (BFP) and the convolutional block attention module (CBAM), aiming to refine
the output feature map with more details and semantics [144]. With a different approach,
Shao et al. [145] introduced Swin-Nutrition, a Swin Transformer [146] backbone to im-
prove the performance of nutrition estimation.

4.3. Recommendation

As the internet has made food recipes increasingly accessible and globalization has fa-
cilitated the exchange of culinary traditions, culinary practices have evolved beyond ge-
ographical boundaries, adapting to local customs, tastes, and ingredient availability. This
shift has piqued researchers’ interest in exploring food recommendation systems that
offer personalized experiences. These systems typically draw on a variety of factors to
suggest relevant recipes. These factors include the recipe content itself, such as its ingre-
dients [147,148], the user’s past interactions and behavior [148,149], and their expressed
dietary preferences [150]. By considering these elements comprehensively, food recom-
mendation systems aim to tailor suggestions to individual tastes and needs, enhancing
the overall user experience.

Researchers have approached the scientific exploration of food recommendation by
framing it as a retrieval problem [151,152], where the goal is to identify recipes that
align with specific user requirements. Others have formulated it as a constraint question
answering task [150], seeking solutions that satisfy both user preferences and dietary
restrictions. Recognizing the importance of personalized and healthy recipe creation, a
significant body of research has focused on ingredient substitution [153,154,155,156]
as a sub-task within food recommendation. This line of research delves into suggesting
suitable alternatives based on individual preferences and dietary constraints, enhancing
the adaptability of culinary recommendations.

Retrieval-based methods learn embeddings for both recipe text attributes (title, in-
gredients, cooking steps) and visual attributes of food images. These embeddings es-
sentially represent the information contained in each modality in a lower-dimensional
space, allowing for efficient comparison and retrieval tasks. For instance, [157] curated
a substantial corpus comprising over a million recipes and 800,000 food images, known
as Recipe1M, and then explored cross-modal embeddings of recipes (ingredients and
cooking steps) and food images. They learned cross-modal embeddings using triplet loss.
In comparison, [158] considered cross-modal translation consistency along with triplet
loss via an Adversarial Cross-Modal Embedding framework. Both of these works as-
sessed the effectiveness of the learned embeddings and their approaches through image-
to-recipe and recipe-to-image retrieval tasks. To expand the Recipe1M dataset, a subse-
quent effort [119] gathered additional images, resulting in the Recipe1M+ dataset con-
taining approximately 13 million food images, with several recipes having multiple asso-
ciated images. These datasets proved instrumental in advancing research on multi-modal
food recipe comprehension, food recommendation systems, and ingredient substitution
tasks.



Inspired by the sequential nature of recipe cooking instructions, [159] conceptual-
ized cooking steps as a sequence of actions represented in the form of a graph. Sub-
sequently, they established joint embeddings between food images and recipes, which
exhibited improved performance in cross-modal retrieval tasks. Notably, the enhanced
recognition capabilities of visual embeddings and recipe embeddings also facilitated the
generation of food images using generative adversarial networks (GANs).

Moving beyond retrieval tasks, [147] leveraged a predefined list of ingredients to
estimate quantities and identify suitable substitutes, thereby generating healthier pseudo-
recipes. Their system additionally recommends recipes similar to the generated pseudo-
recipe, offering a wider range of options tailored to the user’s needs. Similarly, [149]
factored in user-specific data such as body mass index (BMI), food calorie intake, and
past dietary habits to recommend personalized nutritious recipes. The pFoodREQ work
[150] presented a unique approach by formulating food recommendations as a constraint
question-answering framework within a large-scale food knowledge base (KBQA). By
structuring queries around user preferences, dietary constraints, and health guidelines,
the framework orchestrated a unified approach to tailor recommendations. Subsequently,
they mapped both questions and recipes into the same embedding space, allowing it to
retrieve recipes most closely aligned with the user’s specific requirements during the
inference stage.

Building upon the successful application of KGs in food recommendation sys-
tems, recent research [160,151] has delved into KG representation learning methods for
healthy food recommendation. Li et al. [160] proposed a method for fine-tuning a pre-
trained BERT model to learn KG embeddings. This approach involved predicting masked
ingredients and triplet plausibility within the KG. Additionally, the authors explored ad-
versarial attacks on KG embeddings for ingredient substitution, considering the context
of both ingredients and recipes. In contrast, [151] focused on employing graph neu-
ral networks (GNNs) over two separate graphs: one representing food preferences and
another representing healthiness. By processing these interconnected graphs, the GNN
learns recipe embeddings that simultaneously capture both user preferences and health
considerations.

With the increased use of AI methods to provide recommendations in the health and
dietary recommendation space, there is also an increased need for the explainability of
those recommendations. Such explanations benefit users of recommendation systems by
empowering them with justifications for following the system’s suggestions. To address
this need, the food explanation ontology (FEO) [161] provides a formalism for modeling
explanations to users for food-related recommendations. The motivation behind using
FEO is to empower users to make informed decisions about their health by providing
reasoning behind AI-generated recommendations, ensuring transparency and trust in per-
sonalized dietary suggestions. FEO models food recommendations using concepts from
the explanation domain to create responses to user questions about the food recommen-
dations they receive from AI systems, such as personalized knowledge-based question-
answering systems. FEO employs a modular, extensible structure that lends itself to a
variety of explanations while preserving important semantic details to accurately repre-
sent explanations of food recommendations. The FEO was evaluated using a set of com-
petency questions derived from explanation types present in literature that are relevant to
food recommendations.



5. Applications

5.1. Food Logging

Traditionally, dietary assessment is performed by nutritionists and usually requires users
to remember their diets over a period of time, e.g., 24-h-dietary recall (24-HDR) [162],
food frequency questionnaire (FFQ) [163,164], dietary record (DR) [165], and brief di-
etary assessment instruments or screeners [166]. Although these manual recordings have
contributed to the development of nutrition research, they are time-consuming, inaccu-
rate, labor-intensive, and highly demanding for a certain level of communication skills
[167]. Many methods to decrease labor-intensiveness and cognitive load have been ex-
plored.

The easiest way to record a meal is to take a photo just before eating it. It is now pos-
sible to automatically analyze these photos to estimate when and how much of what food
the user ate. Many food management applications utilize image recognition technology.
Kitamura et al. developed the first application to analyze nutritional balance from meal
images [122]. Instead of estimating nutrition, they classified dishes into five categories
(grains, vegetables, meals and beans, milk, and fruits) and visualized how many dishes
they contained [123]. Since then, with the advent of deep learning, it has become pos-
sible to predict nutritional values more accurately, and many applications are now API
services. MyFitnessPal [168], which is currently the most widely used food management
application, incorporates a function called “Meal Scan” that allows users to recognize
a meal image, identify the category of that meal, and record the nutritional information
associated with it. Applications with similar nutrition estimation capabilities based on
meal image classification include Carorie Mama [169], FoodVisor [170], LogMeal [171],
FoodAI [172], goFOOD [173] and FoodLog Athl [174]. In addition, many companies,
such as LogMeal, FoodAI, Foodvisor, and Calorie Mama, provide web APIs that take a
food image and return its name and nutritional intake. As discussed in Section 4.2, the
performance of the AI built into these applications depends on how similar the meals to
be understood are to the dataset used to train their models. They are particularly sensitive
to food culture, with Carorie Mama and goFOOD, developed in Europe, and FoodAI and
FoodLog Athl, developed in Asia, tending to interpret the same meal based on their re-
spective cultural knowledge. In more precise food logging, the fact that different people
may use different recipes for the same category of meals and, therefore, have different
compositions also makes the understanding of food by AI more difficult. Yamakata et
al. [175] proposed a recipe-based food logging technique that captures food consump-
tion with recipe information. They are able to track nutrition consumption by linking
ingredients to a nutrition facts table, allowing a traceable nutrition estimation.

5.2. Dietary Management

Recent advances in technology and data analytics enable innovative approaches to
promote healthier and more sustainable food choices among consumers [176]. Data-
evidence-driven behavior change, leveraging personalized feedback, gamification, and
interactive education, has demonstrated promising results in shifting food consumption
patterns towards healthier and environmentally friendly options [177,178]. Mobile appli-
cations have been at the forefront of this revolution. They analyze personal dietary habits



and offer recommendations, empowering consumers to make informed decisions [179].
MyFitnessPal12 tracks food intake and exercise, driving insights and suggestions for a
balanced diet. Fooducate13 grades foods based on nutritional value, suggesting health-
ier options. Meanwhile, GreenChoice14 focuses on the environmental impact, educating
users on how their food choices affect the planet, while OpenFoodFacts15 and Yuka16

provide detailed information about food products, including their ingredients and nutri-
tional value. Similarly, Myrealfood17 and Ekilu18 help users adopt healthier habits, in-
cluding nutritional information and recipes. Others, such as FoodPrint19, aid chefs in sus-
tainability by calculating the environmental impact of their recipes. Research reveals that
those apps can significantly improve dietary behavior [180] and contribute to a more sig-
nificant societal shift towards more responsible and health-conscious food consumption
patterns [181]. Nevertheless, literature also shows that, beyond providing seamless ac-
cess to comprehensive food databases, they should enhance user satisfaction and engage-
ment and ensure the reliability of nutritional analysis and suggestions. Future research
should refine these technologies by integrating social, regional, and cultural factors into
personalized recommendations [182,183] while ensuring the quality of dietary sugges-
tions through validation processes, expert knowledge, and authoritative sources [184].

5.3. Substitution

The objective behind ingredient substitution relies on individual preferences, dietary re-
strictions, and potential alterations in dish flavor. For example, the substitution might
entail replacing meat-based components with vegan alternatives or swapping high-carb
ingredients for low-carb options. A suitable substitute should possess similar flavors,
textures, and classification (e.g., various types of onions) or serve a comparable purpose
(e.g., as a protein source). A successful substitution should achieve the intended goal
while preserving the essence of the recipe.

Early investigations relied on hand-crafted features grounded in semantic similar-
ity to identify feasible substitutions [153,154]. However, due to the scarcity of substi-
tution data, these approaches lacked formal evaluations. Subsequent methods employed
techniques such as food ontology [32,185] or parsing user comments to get ingredient
substitutions [160,155]. Li et al. [160] leveraged KGs and adversarial attacks on lan-
guage models to learn embeddings for ingredient substitutions within a given context.
A recent approach [186] curated the Recipe1MSub dataset for ingredient substitution by
extracting and analyzing user comments from a subset of the Recipe1M dataset. They
then developed a graph-based ingredient substitution module to recommend ingredient
substitutes.

Most of these do not directly consider the impact on food or the reasoning behind
suggesting the substitutes. Addressing this gap, [185] proposes an ontology-based model
that employs both similarities and reasoning about ingredient substitution in food recipes.

12https://www.myfitnesspal.com
13https://www.fooducate.com/
14https://about.greenchoicenow.com/
15https://world.openfoodfacts.org/
16https://yuka.io/en/
17https://www.myrealfood.app/es
18https://ekilu.com/
19https://foodprint.org/
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The proposed system consists of an ML-based component for suggesting candidate in-
gredient substitutes and a logical program based on answer set programming (ASP) to
identify unacceptable ingredients in a recipe and remove inappropriate substitute sugges-
tions.

Substituting ingredients not only requires considering user constraints and the im-
pact on the outcome of food, but it also is important to consider if substitution requires
any modification in the cooking steps. Thus, considering the entities as nodes and actions
as edges from parsed cooking instructions, [187] converts food recipes to a flow graph
for identifying viable substitutes. They then propose a novel graph embedding method
to learn embeddings for entities (nodes) and actions (edges) of the flow graph, which
outperforms the base graph models.

5.4. Recipe Creation and Generative AI

The process of food recipe generation encompasses the creation of various elements of
a recipe, such as its title, list of ingredients, and cooking steps. This can be achieved
either directly from a food image or by leveraging additional information like the title
or ingredients provided alongside the image. Initial work on recipe generation explored
the applications of LSTM and recurrent neural networks for cooking step generation
[188]. Later, the success of generative models for language tasks motivated researchers
to apply them for generating ingredients for cooking steps from recipe titles [189,190,
191,192]. More recently, the emergence of multi-modal models (MMMs) has garnered
attention owing to their capability to handle diverse data types. Consequently, a series of
studies have endeavored to generate recipes from food images, either independently or
in conjunction with recipe titles or ingredients [193,194].

Various endeavors have been made in the domain of recipe generation, showcasing
diverse methodologies. For instance, Chef Watson [188] adopted a Bayesian network ap-
proach over a knowledge representation schema. Another notable contribution by Wang
et al. [195] introduced a novel structure-aware generation technique tailored specifically
for deriving recipes from food images. Expanding upon the Recipe1M+ recipe dataset
[119], RecipeNLG [120] proposed a clean and large-scale recipe dataset that contains
over 2 million recipes. They showcase the effectiveness of their dataset for recipe gener-
ation by fine-tuning and evaluating the GPT-2 model [196] on their dataset.

Inverse cooking [197] is an innovative image-to-recipe generation framework em-
ploying ResNet [140] to extract image features and Set Transformer [198] to translate
these features into recipes. Enhancing this concept, [186] integrated a Graph-based Ingre-
dient Substitution Module (GISMo) into inverse cooking, thereby devising a framework
for ingredient substitution that enhances recipe personalization, albeit limited to substi-
tuting one ingredient at a time. Another notable approach, RecipeGM [191], utilizes a
hierarchical convolutional neural network, while Chef Transformer [192] employs the
T5 generative model [199] to generate recipes from predetermined ingredient lists. Rec-
ognizing recipes as sequences of actions, Carvalho et al. [158] proposed modeling recipe
learning as a sequence of actions from food images or existing recipes, thus improving
cross-modal representations.

RecipeGPT [189] leveraged the GPT-2 [196] architecture for recipe generation by
defining two tasks: cooking instruction generation from recipe title and list of ingredients
and ingredients estimation from recipe title and cooking instructions. With the aim to



eliminate the irregularities in generated recipes, RecipeMC [190] employed Monte Carlo
Tree Search (MCTS) on top of GPT-2. They studied the generation of ingredients from
the recipe titles and the generation of cooking steps from the recipe titles and ingredients.
When generated ingredients combined with the recipe title are used to generate cooking
steps, the error in ingredient identification propagates, and as a result, the performance
on cooking step generation becomes sub-optimal compared to when ground truth ingre-
dients are input along with the recipe title. RecipeGPT and RecipeMC both introduced
special tokens for the start and end of recipe titles and ingredients, which helped the
models understand different parts of the recipe; it limits their use for natural language
question-answer applications.

FIRE [193] used the BLIP model [200] for food title generation and a vision trans-
former (ViT) [201] based multi-class classifier to extract ingredients from food images.
Subsequently, they merged both outputs as a unified input for the T5 model [199] to
generate recipes. Although this methodology achieves recipe generation from images
alone, the reliance on three separate models introduces complexity and error propaga-
tion from the earlier two models to the final stage. Therefore, a shift towards employ-
ing a single MMM could offer a more streamlined solution. A notable advancement,
FoodLMM [194], adapted LISA [202], a MMM for various food-related tasks such as
classification, ingredient detection, segmentation, and recipe generation. However, the
multitasking nature of FoodLMM slightly compromises its performance, specifically in
recipe generation. While FoodLMM exhibits enhanced performance in multiple tasks
compared to baseline models, it shows sub-optimal performance in recipe generation.
LLaVA-Chef [203], evaluated several large language models (LLMs) and MMMs for
food recipe generation where the authors showed pre-trained LLaVA [204] has more food
domain knowledge compared to other models. Subsequently, LLaVA was fine-tuned on
food data by formulating a multi-stage training scheme and penalizing it with a custom
loss that gradually improved the quality of generated recipes. A sample recipe gener-
ated by various open source LLMs and LLaVA-Chef are shown in Figure 4. Compared
to the pre-trained LLMs (GPT2, Mistral, LLaMA, LLaVA) and one open-source recipe
generation model (Chef Transformer), LLaVA-Chef generates better recipes.

5.5. Health

There is a growing trend of developing virtual health and well-being assistants to support
lifestyle and disease management, partly due to the growing societal need for managing
health and preventing illness. A change of behavior is typically necessary to improve an
individual’s situation, which emphasizes how AI-based solutions can collaborate with
the individual to support the individual’s ambition to improve their health through be-
havior change, e.g., by adhering to medical guidelines or treatment protocols, increas-
ing physical activity, changing nutrition habits, reducing stress, or reducing the intake
of toxic substances. As a basis for deciding how to act, such solutions may explore the
functional status information (FSI) of monitored individuals through the application of
neuro-symbolic techniques, enabling the integration of medical knowledge with the data
collected from citizens.

A necessary foundation for a medical and health-related system’s reasoning,
decision-making, and acting is (i) the medical knowledge that the AI system utilizes, (ii)
the theories and knowledge about how humans form motivation and change behavior



Prompt: Generate a comprehensive recipe for crafting Thai-Style Radish and Water-
melon Salad with the listed ingredients: 1/4 cup plus 2 tablespoons fresh lime juice, 1 table-
spoon Asian fish sauce, 1 tablespoon sambal oelek or other Asian chile sauce, 2 teaspoons
finely grated fresh ginger, Kosher salt, Freshly ground pepper, One 5-pound watermelon rind
and seeds removed, flesh cut into 1 1/2-inch chunks (8 cups), 12 radishes, very thinly sliced,
n 8 scallions, thinly sliced, 2 fresh hot red chiles, such as Holland or cayenne, thinly sliced
crosswise, 3/4 cup lightly packed mint leaves, coarsely chopped, 3/4 cup lightly packed Thai
basil leaves, torn.

Ground Truth 1. In a large bowl, whisk the lime juice, fish sauce, sambal oelek, and ginger. 2. Season with
salt and pepper. 3. Add the watermelon, radishes, scallions, and red chiles and toss. 4. Fold
in the mint and basil, season with salt and pepper, and serve right away

LLaVA-Chef 1. In a large bowl, whisk together the lime juice, fish sauce, sambal oelek, ginger, and salt and
pepper to taste.2. Add the watermelon, radishes, scallions, and chiles.3. Toss to combine.4.
Add the mint and basil.5. Toss again.6. Serve immediately.

LLaVA 1. In a large bowl, whisk together the lime juice, fish sauce, sambal oelek, and ginger. Season
the mixture with salt and pepper to taste.2. Add the watermelon, radishes, scallions, chiles,
and mint leaves to the bowl. Toss everything together until the ingredients are evenly coated
with the dressing.3. Transfer the salad to a serving bowl and garnish with the torn Thai basil
leaves.4. Serve the Thai-style radish and Watermelon Salad immediately or refrigerate it for
a few hours before serving. This Thai-style radish and Watermelon Salad is a refreshing and
flavorful dish that combines the sweetness of watermelon with the crunch of radishes and
the spiciness of chiles. The combination of lime juice, fish sauce, and sambal oelek creates
a tangy and savory dressing that complements the natural flavors of the ingredients. The
mint and basil add a burst of freshness and aroma, while the chiles provide a spicy kick that
balances the overall taste. This salad is perfect for a light and healthy meal or as a side dish
to accompany other dishes during a gathering or party.

Chef Transformer Combine the lime juice, sesamms, fish sauce, sate olek, ginger, salt, and pepper in the jar of
a blender. Process until smooth. Pour into a large bowl. Add all of the remaining ingredients
and toss well. Refrigerate the soup for at least 8 hours to let the flavors blend before serving.

GPT2 1/4 cup finely chopped fresh ginger, 1/4 cup finely chopped fresh ginger, 1/4 cup finely
chopped fresh ginger

Mistral Per Serving:31 calories; 0.2 g total fat; 0 mg cholesterol; 173 mg sodium. 7.5 g carbohy-
drates; 1.1 g protein; Full Nutrition

LLaMA Cook the radishes and watermelon in a large saucepan of boiling salted water until tender,
about 5 minutes. Drain and rinse under cold water. Drain again and pat dry. In a large bowl,
whisk together the lime juice, fish sauce, sambal oelek, ginger, salt, and pepper. Add the
watermelon and radishes and toss to coat it. Add the scallions, chiles, mint, and basil and
toss to combine. Serve at once. This salad can be made one day ahead. Cover and chill. This
salad can be made one day ahead. Cover and chill. This salad can be made one day ahead.
Cover and chill. This salad can be made one day ahead. Cover and chill. This salad can be
made one day ahead. Cover and chill. This salad can be made one day ahead. Cover and
chill. This salad can be made one day ahead. Cover and chill. This salad can be made one
day ahead. Cover and chill.

Figure 4. Comparison between recipes generated by various open-source pre-trained LLMs and the proposed
LLaVA-Chef model.

as well as manage physical, social, and psychological barriers; and, (iii) the FSI (data)
about the individual as well as the individuals’ narrative about their behavior change
journey, information that needs to be treated following ethical guidelines and regulations.
Moreover, the realization of such systems relies on the integration of effective, efficient,
and ethical strategies for adapting behavior in a situation depending on the individual’s
context, personal preferences, and needs (e.g., displaying motivational messages that are
tailored to each individual’s resources and current situation).

Understanding a person’s functional status (FS) is a key step toward tailoring pre-
cise interventions and providing services to improve an individual’s health status and
maximize functional independence in daily activities. However, managing health often
poses different challenges related to healthcare systems being unable to provide ade-
quate support to individuals with chronic illnesses or disabilities due to the scarcity of



resources. The National Committee on Vital and Health Statistics (NVHCS)20 states
that understanding the FS is necessary to achieve optimal health outcomes. The evalua-
tion of the FS is characterized by a clinician-patient interaction to get insights into pa-
tients’ lifestyles, together with standardized tests. Nevertheless, these assessments pro-
vide merely a snapshot of an individual’s health status, while effective behavior change
for health improvements is a long-term process. Consequently, a gap exists between
an individual’s health objectives and the “infrequent” health assessments conducted in
healthcare settings, which may prevent the delivery of high-quality care. Therefore, fre-
quent data collection is required to bridge this gap and ensure continual support.

Physicians and researchers have conducted a few studies on elderly people that led
to the identification of the risk factors able to detect those most susceptible to func-
tional decline [205,206,207]. Nonetheless, FSI is underutilized, limiting its potential im-
pact [208]. One of the reasons may be that many physicians do not fully recognize the
significance of this information [209,210,211,212]. Indeed, even when informed about a
patient’s health status, only a minority alter patient management accordingly.

Studies based on self-reports of functional performance and early decline show suc-
cessful prediction of actual performance and decline [213,214]. However, researchers
note these reports capture only a fraction of the problems [207]. Consequently, innova-
tive methods to assess FS are needed, including nonintrusive approaches that evaluate the
patient’s functional performance in both normal and abnormal conditions without relying
solely on physician-patient interaction. For example, in [215], sensor-based systems can
detect a decline in daily activities, thus facilitating tailored interventions. Given the in-
creasing elderly population, such systems are crucial for early detection and intervention
to prevent functional deterioration and reduce the decline of functional ability.

The FoodKG [31], a comprehensive food KG designed to assist in food recommen-
dation that brings together recipes, nutrition data, food taxonomies, and links to existing
ontologies, is leveraged in a cognitive agent that performs knowledge-base question an-
swering to improve people’s diets [216]. The system demonstration involves three cate-
gories of questions: simple queries for nutritional information, comparisons of nutrients
between different foods, and constraint-based queries to find recipes matching certain
criteria. By leveraging FoodKG, the cognitive agent can provide accurate and relevant
dietary guidance, helping users make better food choices and improving their overall
health outcomes. FoodKG thus enables the investigation of this research field, aiming to
facilitate the development of AI-powered systems capable of helping individuals mon-
itor their FS and prevent function decline. The adoption of FoodKG in real-world sce-
narios is strongly connected to the design of behavior change solutions since, given the
detection of declining FS, the knowledge modeled within FoodKG can be exploited to
perform reasoning operations to discover possible behavior change trajectories aimed at
improving a person’s overall FS. Concerning this point, FoodKG fills a gap in the state-
of-the-art since, to our knowledge, KGs covering the whole FS landscape have not been
proposed yet.

An example of a recent collaborative effort to develop observable and replicable
interventions for influencing behavior and health can be found in the behavioral change
techniques taxonomy outlined by [217]. This taxonomy facilitates the consolidation of
knowledge regarding behavior and behavior change, promoting the sharing and reuse

20https://ncvhs.hhs.gov/

https://ncvhs.hhs.gov/


of useful sources of behavior knowledge. Additionally, we note that, as far as we are
aware, no publicly accessible conceptual classification exists that conceptualizes barriers
to behavior change.

An important taxonomy to mention is the human behavior taxonomy developed by
the World Health Organization (WHO) [218]21. This taxonomy, rooted in the WHO’s ex-
pertise and the International Classification of Functioning (ICF), Disability, and Health,
provides detailed class definitions based heavily on the U.S. National Cancer Institute
(NCI) Thesaurus, as well as the Oxford English Dictionary [219]. Another important
effort aimed at understanding human behavior is the Semantic Mining of Activity, So-
cial, and Health Data (SMASH) [220], which focuses on predicting human behavior and
providing explanations for these predictions. Additionally, the Health Behavior Change
Ontology (HBCO) was developed for a project to establish automated dialogues between
a psychologist and a user to provide behavioral counseling [221].

6. Conclusion

The field of food computing represents a transformative approach to addressing the mul-
tifaceted challenges associated with food production, distribution, and consumption. By
integrating symbolic reasoning with neural network-based methods, neurosymbolic ap-
proaches provide powerful tools for enhancing food data acquisition, analysis, and in-
terpretation. This chapter has detailed the construction and application of food ontolo-
gies and KGs, underscoring their importance in supporting complex food computing
tasks. Advanced techniques in information extraction from textual and image data have
the potential to improve data interoperability and create intelligent food systems. We
have explored the significance of food representation learning through embeddings and
presented various methodologies for food category classification, nutrition estimation,
and ingredient substitution. Practical applications such as personalized nutrition, dietary
management, food logging, and recipe creation using generative AI highlight the sub-
stantial impact of food computing on consumer health and well-being. The application of
AI-powered systems in health and nutrition showcases the potential for behavior change
and lifestyle management, aiming to improve overall health outcomes. As technology
continues to advance, the integration of neurosymbolic methods will undoubtedly play a
crucial role in shaping the future of food computing. These innovations are expected to
drive improvements in food quality, safety, sustainability, and accessibility.

References

[1] Min W, Jiang S, Liu L, Rui Y, Jain R. A Survey on Food Computing. ACM Computing Surveys. 2019
Sep;52(5):92:1-92:36. Available from: https://doi.org/10.1145/3329168.

[2] Min W, Liu C, Xu L, Jiang S. Applications of knowledge graphs for food science and industry. Patterns.
2022 May;3(5):100484. Available from: https://www.sciencedirect.com/science/article/
pii/S2666389922000691.

[3] USDA National Nutrient Database;. Accessed: 2024-06-29. https://agdatacommons.nal.usda.
gov/articles/dataset/USDA_National_Nutrient_Database_for_Standard_Reference_

Legacy_Release/24661818.

21https://www.who.int/classifications/drafticfpracticalmanual.pdf

https://doi.org/10.1145/3329168
https://www.sciencedirect.com/science/article/pii/S2666389922000691
https://www.sciencedirect.com/science/article/pii/S2666389922000691
https://agdatacommons.nal.usda.gov/articles/dataset/USDA_National_Nutrient_Database_for_Standard_Reference_Legacy_Release/24661818
https://agdatacommons.nal.usda.gov/articles/dataset/USDA_National_Nutrient_Database_for_Standard_Reference_Legacy_Release/24661818
https://agdatacommons.nal.usda.gov/articles/dataset/USDA_National_Nutrient_Database_for_Standard_Reference_Legacy_Release/24661818
https://www.who.int/classifications/drafticfpracticalmanual.pdf


[4] FAO Databases;. Accessed: 2024-06-29. http://www.fao.org/faostat/en/#data.
[5] FoodData Central;. Accessed: 2024-06-29. https://fdc.nal.usda.gov/.
[6] Kayad A, Paraforos DS, Marinello F, Fountas S. Latest advances in sensor applications in agriculture.

Agriculture. 2020;10(8):362.
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[42] Tonda A, Boukhelifa N, Chabin T, Barnabé M, Génot B, Lutton E, et al. Interactive machine learning
for applications in food Science. Human and Machine Learning: Visible, Explainable, Trustworthy and
Transparent. 2018:459-77.

[43] Halac D, Sokic E, Turajlic E. Almonds classification using supervised learning methods. In:
2017 XXVI International Conference on Information, Communication and Automation Technologies
(ICAT). IEEE; 2017. p. 1-6.

https://api.semanticscholar.org/CorpusID:204754826
https://doi.org/10.1093/nar/gkx957
https://doi.org/10.1093/nar/gkx957
https://www.nature.com/articles/s41598-020-79422-8
https://hajirajabeen.github.io/EvoRecipesOntology
http://www.lrec-conf.org/proceedings/lrec2014/pdf/763_Paper.pdf
https://aclanthology.org/2020.lrec-1.638


[44] Qiao L, Li H, Wang W, Wang D. A Knowledge Graph Construction Method for Food Nutrition.
In: 2022 IEEE/WIC/ACM International Joint Conference on Web Intelligence and Intelligent Agent
Technology (WI-IAT). IEEE; 2022. p. 577-81.

[45] Pan LM, Chen J, Wu J, Liu S, Ngo CW, Kan MY, et al. Multi-modal cooking workflow construction
for food recipes. In: Proceedings of the 28th ACM International Conference on Multimedia; 2020. p.
1132-41.

[46] Zhang Z, Strubell E, Hovy E. A survey of active learning for natural language processing. arXiv
preprint arXiv:221010109. 2022.

[47] Stojanov R, Popovski G, Cenikj G, Seljak BK, Eftimov T. A Fine-Tuned Bidirectional Encoder Rep-
resentations From Transformers Model for Food Named-Entity Recognition: Algorithm Development
and Validation. Journal of medical Internet research. 2021 8;23,8 e28229.

[48] Cenikj G, Popovski G, Stojanov R, Seljak BK, Eftimov T. BuTTER: BidirecTional LSTM for Food
Named-Entity Recognition. In: 2020 IEEE International Conference on Big Data (Big Data); 2020. p.
3550-6.

[49] Wilkinson MD, Dumontier M, Aalbersberg IJ, Appleton G, Axton M, Baak A, et al. The FAIR Guiding
Principles for scientific data management and stewardship. Scientific data. 2016;3(1):1-9.
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Knowledge Graphs. In: Hitzler P, Fernández M, Janowicz K, Zaveri A, Gray AJG, López V, et al.,
editors. The Semantic Web - 16th International Conference, ESWC 2019, Portorož, Slovenia, June 2-
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[109] Ispirova G, Eftimov T, Koroušić Seljak B. Domain heuristic fusion of multi-word embeddings for
nutrient value prediction. Mathematics. 2021;9(16):1941.

[110] Matsuda Y, Yanai K. Multiple-food recognition considering co-occurrence employing manifold rank-
ing. In: Proceedings of the 21st International Conference on Pattern Recognition (ICPR2012); 2012.
p. 2017-20.

[111] Bossard L, Guillaumin M, Van Gool L. Food-101–mining discriminative components with random
forests. In: Computer Vision–ECCV 2014: 13th European Conference, Zurich, Switzerland, September
6-12, 2014, Proceedings, Part VI 13. Springer; 2014. p. 446-61.

[112] Merler M, Wu H, Uceda-Sosa R, Nguyen QB, Smith JR. Snap, Eat, RepEat: A food recognition engine
for dietary logging. In: Proceedings of the 2nd international workshop on multimedia assisted dietary
management; 2016. p. 31-40.

[113] Chen X, Zhu Y, Zhou H, Diao L, Wang D. Chinesefoodnet: A large-scale image dataset for chinese
food recognition. arXiv preprint arXiv:170502743. 2017.

[114] Min W, Liu L, Luo Z, Jiang S. Ingredient-guided cascaded multi-attention network for food recogni-
tion. In: Proceedings of the 27th ACM International Conference on Multimedia; 2019. p. 1331-9.

[115] Sahoo D, Hao W, Ke S, Xiongwei W, Le H, Achananuparp P, et al. FoodAI: Food image recognition
via deep learning for smart food logging. In: Proceedings of the 25th ACM SIGKDD International
Conference on Knowledge Discovery & Data Mining; 2019. p. 2260-8.

[116] Min W, Liu L, Wang Z, Luo Z, Wei X, Wei X, et al. Isia food-500: A dataset for large-scale food
recognition via stacked global-local attention network. In: Proceedings of the 28th ACM International

https://doi.org/10.1007/978-3-030-00668-6_4
https://doi.org/10.3390/fi7040372
https://doi.org/10.1093/databa/baaa033
https://doi.org/10.3233/FAIA210377
https://arxiv.org/abs/2202.05786
https://arxiv.org/abs/2202.05786
https://doi.org/10.1145/3394486.3403223
https://www.ijcai.org/proceedings/2022/481
https://www.ijcai.org/proceedings/2022/481
https://www.ijcai.org/proceedings/2022/482
https://www.frontiersin.org/article/10.3389/frai.2020.584784
https://www.frontiersin.org/article/10.3389/frai.2020.584784


Conference on Multimedia; 2020. p. 393-401.
[117] Min W, Wang Z, Liu Y, Luo M, Kang L, Wei X, et al. Large scale visual food recognition. Transactions

on Pattern Analysis and Machine Intelligence. 2023.
[118] Marin J, Biswas A, Ofli F, Hynes N, Salvador A, Aytar Y, et al. Recipe1M+: A Dataset for Learning

Cross-Modal Embeddings for Cooking Recipes and Food Images. arXiv:181006553 [cs]. 2019 Jul.
ArXiv: 1810.06553. Available from: http://arxiv.org/abs/1810.06553.

[119] Marin J, Biswas A, Ofli F, Hynes N, Salvador A, Aytar Y, et al. Recipe1M+: A Dataset for Learning
Cross-Modal Embeddings for Cooking Recipes and Food Images. IEEE Trans Pattern Anal Mach
Intell. 2019.
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[153] Akkoyunlu S, Manfredotti C, Cornuéjols A, Darcel N, Delaere F. Investigating substitutability of food
items in consumption data. In: Second International Workshop on Health Recommender Systems co-
located with ACM RecSys. vol. 5; 2017. .

[154] Pan Y, Xu Q, Li Y. Food recipe alternation and generation with natural language processing techniques.
In: 2020 IEEE 36th international conference on data engineering workshops (ICDEW). IEEE; 2020. p.
94-7.

[155] Shirai SS, Seneviratne O, Gordon ME, Chen CH, McGuinness DL. Identifying ingredient substitutions
using a knowledge graph of food. Frontiers in Artificial Intelligence. 2021;3:621766.

[156] Shirai SS, Seneviratne O, Gordon ME, Chen CH, McGuinness DL. Semantics-Driven ingredient sub-
stitution in the foodKG? In: International Semantic Web Conference: Posters, Demos, and Industry
Tracks. CEUR-WS; 2020. .

[157] Salvador A, Hynes N, Aytar Y, Marin J, Ofli F, Weber I, et al. Learning Cross-modal Embeddings for
Cooking Recipes and Food Images. In: Proceedings of the IEEE Conference on Computer Vision and
Pattern Recognition; 2017. .

[158] Carvalho M, Cadène R, Picard D, Soulier L, Thome N, Cord M. Cross-modal retrieval in the cooking



context: Learning semantic text-image embeddings. In: The 41st International ACM SIGIR Conference
on Research & Development in Information Retrieval; 2018. p. 35-44.

[159] Papadopoulos DP, Mora E, Chepurko N, Huang KW, Ofli F, Torralba A. Learning program representa-
tions for food images and cooking recipes. In: Proceedings of the IEEE/CVF Conference on Computer
Vision and Pattern Recognition; 2022. p. 16559-69.

[160] Li D, Zaki MJ. Food Knowledge Representation Learning with Adversarial Substitution. In: Proceed-
ings of the 2nd Conference of the Asia-Pacific Chapter of the Association for Computational Linguis-
tics and the 12th International Joint Conference on Natural Language Processing; 2022. .

[161] Padhiar I, Seneviratne O, Chari S, Gruen D, McGuinness DL. Semantic modeling for food recommen-
dation explanations. In: 2021 IEEE 37th International Conference on Data Engineering Workshops
(ICDEW). IEEE; 2021. p. 13-9.

[162] Kirkpatrick SI, Subar AF, Douglass D, Zimmerman TP, Thompson FE, Kahle LL, et al. Performance
of the Automated Self-Administered 24-hour Recall relative to a measure of true intakes and to an
interviewer-administered 24-h recall. The American Journal of Clinical Nutrition. 2014;100(1):233-40.

[163] Forster H, Fallaize R, Gallagher C, O’Donovan CB, Woolhead C, Walsh MC, et al. Online dietary
intake estimation: the Food4Me food frequency questionnaire. Journal of Medical Internet Research.
2014;16(6):e3105.

[164] Kristal AR, Kolar AS, Fisher JL, Plascak JJ, Stumbo PJ, Weiss R, et al. Evaluation of web-based,
self-administered, graphical food frequency questionnaire. Journal of the Academy of Nutrition and
Dietetics. 2014;114(4):613-21.

[165] Gersovitz M, Madden JP, Smiciklas-Wright H. Validity of the 24-hr. dietary recall and seven-day
record for group comparisons. Journal of the American Dietetic Association. 1978;73(1):48-55.

[166] Illner A, Freisling H, Boeing H, Huybrechts I, Crispim S, Slimani N. Review and evaluation of inno-
vative technologies for measuring diet in nutritional epidemiology. International Journal of Epidemi-
ology. 2012;41(4):1187-203.

[167] Gibney M, Allison D, Bier D, Dwyer J. Uncertainty in human nutrition research. Nature Food.
2020;1(5):247-9.

[168] MyFitnessPal, Inc . MyFitnessPal;. Accessed: 2024-08-14. https://www.myfitnesspal.com/.
[169] Azumio Inc . Carorie Mama Food AI;. Accessed: 2024-08-14. https://caloriemama.ai/.
[170] foodvisor io. Foodvisor App;. Accessed: 2024-08-14. https://www.foodvisor.io/en/.
[171] Bolaños M, Valdivia M, Radeva P. Where and What Am I Eating? Image-Based Food Menu Recog-
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[197] Salvador A, Drozdzal M, Giró-i Nieto X, Romero A. Inverse cooking: Recipe generation from food
images. In: Proceedings of the IEEE/CVF Conference on Computer Vision and Pattern Recognition;
2019. .

[198] Vaswani A, Shazeer N, Parmar N, Uszkoreit J, Jones L, Gomez AN, et al. Attention is all you need.
Advances in Neural Information Processing Systems. 2017;30.

[199] Raffel C, Shazeer N, Roberts A, Lee K, Narang S, Matena M, et al. Exploring the limits of transfer
learning with a unified text-to-text transformer. The Journal of Machine Learning Research. 2020.

[200] Li J, Li D, Xiong C, Hoi S. Blip: Bootstrapping language-image pre-training for unified vision-
language understanding and generation. In: International conference on machine learning. PMLR;
2022. p. 12888-900.

[201] Dosovitskiy A, Beyer L, Kolesnikov A, Weissenborn D, Zhai X, Unterthiner T, et al. An image is worth
16x16 words: Transformers for image recognition at scale. arXiv preprint arXiv:201011929. 2020.

https://ceur-ws.org/Vol-3485/paper8961.pdf
https://ceur-ws.org/Vol-3485/paper8961.pdf
https://link.springer.com/10.1007/978-3-031-19433-7_10


[202] Lai X, Tian Z, Chen Y, Li Y, Yuan Y, Liu S, et al. Lisa: Reasoning segmentation via large language
model. arXiv preprint arXiv:230800692. 2023.

[203] Mohbat F, Zaki MJ. LLaVA-Chef: A Multi-modal Generative Model for Food Recipes. In: Proceed-
ings of the 33rd ACM International Conference on Information and Knowledge Management (CIKM).
ACM; 2024. Available from: https://doi.org/10.1145/3627673.3679562.

[204] Liu H, Li C, Wu Q, Lee YJ. Visual instruction tuning. arXiv preprint arXiv:230408485. 2023.
[205] Fried LP, Bandeen-Roche K, Chaves P, Johnson BA, et al. Preclinical mobility disability predicts

incident mobility disability in older women. Journals of Gerontology-Biological Sciences and Medical
Sciences. 2000;55(1):M43.

[206] Onder G, Penninx BW, Ferrucci L, Fried LP, Guralnik JM, Pahor M. Measures of physical performance
and risk for progressive and catastrophic disability: results from the Women’s Health and Aging Study.
The Journals of Gerontology Series A: Biological Sciences and Medical Sciences. 2005;60(1):74-9.

[207] Wolinsky FD, Miller DK, Andresen EM, Malmstrom TK, Miller JP. Further evidence for the im-
portance of subclinical functional limitation and subclinical disability assessment in gerontology
and geriatrics. The Journals of Gerontology Series B: Psychological Sciences and Social Sciences.
2005;60(3):S146-51.

[208] LI I, MS G. Capturing and classifying functional status information in administrative databases.
Health Care Financ Rev. 2003;3(24):61-76. Available from: https://pubmed.ncbi.nlm.nih.gov/
12894635/.

[209] Nelson E, Conger B, Douglass R, Gephart D, Kirk J, Page R, et al. Functional health status levels of
primary care patients. Jama. 1983;249(24):3331-8.

[210] Calkins DR, Rubenstein LV, Cleary PD, Davies AR, Jette AM, Fink A, et al. Failure of physicians to
recognize functional disability in ambulatory patients. Annals of internal medicine. 1991;114(6):451-4.

[211] Calkins DR, Rubenstein LV, Cleary PD, Davies AR, Jette AM, Fink A, et al. Functional disability
screening of ambulatory patients. Journal of General Internal Medicine. 1994;9(10):590-2.

[212] Cassell EJ. Doctoring: The nature of primary care medicine. Oxford University Press, USA; 2002.
[213] Fried LP, Young Y, Rubin G, Bandeen-Roche K, Group WICR, et al. Self-reported preclinical disabil-

ity identifies older women with early declines in performance and early disease. Journal of clinical
epidemiology. 2001;54(9):889-901.

[214] Wakefield BJ, Holman JE. Functional trajectories associated with hospitalization in older adults. West-
ern Journal of Nursing Research. 2007;29(2):161-77.

[215] Alexander GL, Rantz M, Skubic M, Aud MA, Wakefield B, Florea E, et al. Sensor Systems
for Monitoring Functional Status in Assisted Living Facility Residents. Research in Gerontologi-
cal Nursing. 2008;1(4):238-44. Available from: https://journals.healio.com/doi/abs/10.
3928/19404921-20081001-01.

[216] Haussmann S, Chen Y, Seneviratne O, Rastogi N, Codella J, Chen CH, et al. Foodkg enabled q&a
application. In: ISWC Satellite Tracks. CEUR-WS; 2019. .

[217] Michie S, Carey RN, Johnston M, Rothman AJ, de Bruin M, Kelly MP, et al. From Theory-Inspired
to Theory-Based Interventions: A Protocol for Developing and Testing a Methodology for Linking
Behaviour Change Techniques to Theoretical Mechanisms of Action. Annals of Behavioral Medicine.
2017 12;52(6):501-12. Available from: https://doi.org/10.1007/s12160-016-9816-6.

[218] Larsen KRT, Michie S, Hekler E, Gibson B, Spruijt-Metz D, Ahern D, et al. Behavior change interven-
tions: the potential of ontologies for advancing science and practice. Journal of Behavioral Medicine.
2016;40:6-22.

[219] Weisz J, Ng MY, Bearman S. Odd Couple? Reenvisioning the Relation Between Science and Practice
in the Dissemination-Implementation Era. Clinical Psychological Science. 2014;2:58 74.

[220] Phan N, Dou D, Wang H, Kil D, Piniewski B. Ontology-based deep learning for human behavior pre-
diction with explanations in health social networks. Information Sciences. 2017;384:298-313. Avail-
able from: https://www.sciencedirect.com/science/article/pii/S0020025516306090.

[221] Bickmore TW, Schulman D, Sidner CL. A reusable framework for health counseling dialogue systems
based on a behavioral medicine ontology. Journal of biomedical informatics. 2011;44(2):183-97.

https://doi.org/10.1145/3627673.3679562
https://pubmed.ncbi.nlm.nih.gov/12894635/
https://pubmed.ncbi.nlm.nih.gov/12894635/
https://journals.healio.com/doi/abs/10.3928/19404921-20081001-01
https://journals.healio.com/doi/abs/10.3928/19404921-20081001-01
https://doi.org/10.1007/s12160-016-9816-6
https://www.sciencedirect.com/science/article/pii/S0020025516306090

